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Powered by MLAgility
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Improved user 
experience 10x more models Newer opsets

New Model Zoo
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The Potency of MLAgility
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1853
TOTAL

The 
Model 
Zoo

Model Repository Count

● Torch hub 120

● Torch vision 13

● timm 735

● Graph convolutions 
(pygeo) 11

● Transformers 88

● Popular on huggingface 877

● Diffusers 5

● LLMs 4
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ONNX Benchmarking Tools (API)

benchmark_model(model,inputs,device="x86") benchmark_model(model,inputs,device="nvidia")

Python API

■ Benchmark models by adding a single line of 
code to your Python script.

Input: PyTorch/Keras/Hummingbird model + Inputs 
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ONNX Benchmarking Tools (CLI)

■ Benchmark models without even opening the Python file.

■ Supports applications with multiple models 
(e.g. Stable Diffusion)

Input: One or more python files that instantiate and call a PyTorch model (think, a model card on huggingface)

benchit bert.py --device x86 benchit bert.py --device nvidia
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Benchmarking Results on

huggingface.co
The goal: Show performance 
stats of different accelerators 
on hundreds-to-thousands of 
PyTorch and TensorFlow 
models

■ Vendor-agnostic
■ Open source
■ Extensible - more 

accelerators, more 
models, more runtimes

■ Reproducible
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Demo

Model Zoo 
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WATCH FORK STAR

https://github.com/groq/mlagility
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