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▪

▪

model: 

  name: resnet50_v1_5 

  framework: onnxrt_qlinearops 

quantization: 

  approach: post_training_static_quant 

  calibration: 

    dataloader: 

      dataset: 

        ImageFolder: 

          root: /path/to/calibration/dataset/ 

      transform: 

        ResizeCropImagenet: 

          height: 224 

          width: 224 

          mean_value: [0.485, 0.456, 0.406] 

https://github.com/intel/lpot


3

Operationalize Quantized models from Days to Mins

up to 

Framework Version Model Dataset Tuning Time (s)
Accuracy

INT8 FP32 Relative Loss: (INT8-FP32)/FP32

ONNX RT

1.6.0 (opset11+)

resnet50_v1_5 ImageNet 1361 73.60% 74.00% -0.54%

ONNX RT vgg16 ImageNet 2383 68.86% 69.44% -0.84%

ONNX RT bert_base_mrpc MRPC 30 85.29% 86.03% -0.85%

ONNX RT MobileBERT MRPC 44 0.8603 0.8627 -0.28%

ONNX RT RoBERTa MRPC 76 0.8873 0.8946 -0.82%

ONNX RT DistilBERT MRPC 42 0.8505 0.8456 0.58%

https://github.com/intel/lpot/tree/master/examples/onnxrt/image_recognition/
https://github.com/onnx/models/tree/master/vision/classification/vgg
https://github.com/intel/lpot/tree/master/examples/onnxrt/language_translation/
https://github.com/intel/lpot/tree/master/examples/onnxrt/language_translation
https://github.com/intel/lpot/tree/master/examples/onnxrt/language_translation
https://github.com/intel/lpot/tree/master/examples/onnxrt/language_translation
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https://github.com/intel/lpot/pulls
https://github.com/intel/lpot/issues
https://github.com/intel/lpot/blob/master/CONTRIBUTING.md
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